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Тип — это множество данных и операций над ними.



Как описать вычисления Как реализовать вычисления

• Указатели 
• while (true) {…} 
• Input/Output 
• goto/break/continue 
• Exceptions 
• Многопоточность 
• Распределенные вычисления

• Формальная спецификация 
• Суперкомпиляция 
• Равенство 
• Взаимозаменяемость 
• Завершаемость 
• Non-interference



Simply typed λ calculus  
A. Church (1940)

λ calculus  
A. Church (1930s) Turing Machine

A. Turing (1936)



Типы как Множества



Datatype unit := tt.

unit ≝ { tt }

tt ∈ unit



Datatype unit := tt.

unit ≝ { tt }

tt : unit



Datatype bool := true | false.

bool ≝ { true, false }

true : bool false : bool



Datatype nat := 0 | .+1 of nat.

nat ≝ { 0, (0.+1), (0.+1.+1), … }
| {z }| {z }

1 2

0 : nat
n : nat 

————— 
n.+1 : nat



Function negate : bool -> bool :=
  fun b => match b with
    | true  => false
    | false => true
  end. 

x : A  ⊢  e : B 
—————————— 

fun x ⇒ e : A → B

f : A → B     x : A 
———————— 

f(x) : B



Datatype Record2 A B := {a : A; b : B}

Datatype Record3 A B C :=  
                {a : A; b : B; c : C}

———————————————— 
Record3 A B C  <:  Record2 A B

P <: P′      e : P′ → Q′      Q′ <: Q  
 ———————————————  

e : P → Q           



Rec even : nat -> bool :=
  fun n => match n with
    | n’.+1 => negate (even n’)
    | 0     => true
  end. 

x : A,  f : A → B  ⊢  e : B 
———————————————— 
(Rec f : A → B := fun x ⇒ e) : A →  B



Rec even : nat -> bool :=
  fun n => match n with
    | n’.+1 => negate (even n’)
    | 0     => 0
  end. 

Wrong type: bool expected, but nat found.



П(x: A). B(x)

Function foo : F := 
  fun b => match b with
            | true  => 0
            | false => tt
  end

F = П(b: bool). if b then nat else unit



Checkpoint 1  
Типы как Множества

• Программы — значения, элементы множеств; 
• Well-typed program don’t go wrong (R. Milner); 

• Типы — спецификация программ; 

• Проверка типов — верификация программ; 

• Модульность по принципу подстановки: тип 
программы независим от контекста еe применения.
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R. Milner (1973)

Haskell 
S. Peyton-Jones et al. (1990) Java 

J. Gosling (1995)

C++ 
B. Stroustrup (1983)

Simply typed λ calculus  
A. Church (1940)

λ calculus  
A. Church (1930s) Turing Machine

A. Turing (1936)

C 
D. Richie (1972)

Fortran 
J. Backus (1957)



Simply typed λ calculus  
A. Church (1940)

λ calculus  
A. Church (1930s) Turing Machine

A. Turing (1936)

Java 
J. Gosling (1995)

C++ 
B. Stroustrup (1983)

C 
D. Richie (1972)

Fortran 
J. Backus (1957)

Haskell 
S. Peyton-Jones et al. (1990)

ML 
R. Milner (1973)



x := 0;

Function x_non_neg : bool -> bool :=
  fun b => match b with
    | true  => x >= 0;
    | false => x < 0;
  end. 

x := 1;
x_non_neg(true); // true

x := -1;
x_non_neg(true); // false



x := 0;

Function x_non_neg: Пb. if b then nat else unit :=
  fun b => match b with
    | true  => if x >= 0 then 0 else tt;
    | false => tt;
  end. 

x := 1;
x_non_neg(true); // 0 : nat

x := -1;
x_non_neg(true); // tt : unit



Program Logics  
R.W.Floyd, C.A.R. Hoare (1969)

Simply typed λ calculus  
A. Church (1940)

λ calculus  
A. Church (1930s) Turing Machine

A. Turing (1936)

ML 
A. Milner (1973)

C 
D. Richie (1972)

Fortran 
J. Backus (1957)

Java 
J. Gosling (1995)

C++ 
B. Stroustrup (1983)Haskell 

S. Peyton-Jones et al. (1990)



{ P } c { Q }

предусловие постусловие

s0 : P(s0) s1 s2 … sn ⇒ Q(sn)
| {z }

c



x := 3{ True } { x = 3 }



{ Q[e/x] }  x := e { Q }     (Assign)

{ 3 = 3 }  x := 3 { x = 3 }



x := 3; {x = 3 ⋀ y = 3}y := x{???}

{ P } c1 { Q }     { Q } c2 { R } 
         —————————————  (Seq) 

{ P } c1; c2 { R }



{ P } c1 { Q }     { Q } c2 { R } 
         —————————————  (Seq) 

{ P } c1; c2 { R }

x := 3;
{3 = 3 ⋀ 3 = 3}

{x = 3 ⋀ x = 3}

{x = 3 ⋀ y = 3}
y := x

(Assign)

(Assign)



x := 3; y := x
{x = 3 ⋀ y = 3}

{3 = 3 ⋀ 3 = 3}{ True } ⇒

P ⇒ P′     { P′ }  c { Q′ }    Q′ ⇒ Q 
             ———————————————  (Conseq)

{ P }  c { Q } 



x := 3; y := x {x = 3 ⋀ y = 3}{ True }

P ⇒ P′     { P′ }  c { Q′ }    Q′ ⇒ Q 
             ———————————————  (Conseq)

{ P }  c { Q } 

P ⇒ P′     { P′ }  c { Q′ }    Q′ ⇒ Q 
             ———————————————  (Conseq)

{ P }  c { Q } 



P <: P′      e : P′ → Q′      Q′ <: Q  
 ———————————————  

e : P → Q           

P ⇒ P′     { P′ }  c { Q′ }    Q′ ⇒ Q 
             ———————————————  (Conseq)

{ P }  c { Q } 



t := x;  x := y;  y := t {x = b ⋀ y = a}{x = a ⋀ y = b}

∀ a, b,

( )

П(b: bool). if b then nat else unit



{ Inv ⋀ b }  c { Inv }  
             —————————————  (While) 

{ Inv } while b do c { Inv ⋀ ¬b }

x : A,  f : A → B  ⊢  e : B 
———————————————— 
(Rec f : A → B := fun x ⇒ e) : A →  B



Почему Hoare Logic  
не работает



 *x = &ival;

Что делать, если x и y указывают на одно и то же значение?

{ x ↦ - ⋀ y ↦ b } { x ↦ 3 ⋀ y ↦ b }

int ival = 3;
int *x = …;
int *y = …;



{ x ↦ - ⋀ y ↦ b }   
  x = &ival;
{  x ↦ ival ⋀  
  (x ≠ y ⋀ y ↦ b) ⋁ (x = y ⋀ y ↦ ival)}

int ival = 3;
int *x = …;
int *y = …;



{ x ↦ - ⋀ y ↦ b }   
  x = &ival;
{  x ↦ ival ⋀  
  (x ≠ y ⋀ y ↦ b) ⋁ (x = y ⋀ y ↦ ival)}

int ival = 3;
int *x = …;
int *y = …;
int *z = …;



Program Logics  
R.W.Floyd, C.A.R. Hoare (1969)

Simply typed λ calculus  
A. Church (1940)

λ calculus  
A. Church (1930s) Turing Machine

A. Turing (1936)

ML 
A. Milner (1973)

C 
D. Richie (1972)

Fortran 
J. Backus (1957)

Java 
J. Gosling (1995)

C++ 
B. Stroustrup (1983)

Separation Logic  
J. Reynolds (2002)

Haskell 
S. Peyton-Jones et al. (1990)



{ x ↦ - ⋀ y ↦ b } { x ↦ 3 ⋀ y ↦ b } *x = 3;



 *x = 3;{ x ↦ - ⊎ y ↦ b } { x ↦ 3 ⊎ y ↦ b }

несвязное объединение регионов памяти

x ↦ - y ↦ b x ↦ 3 y ↦ b



 *x = 3;{ x ↦ - } { x ↦ 3 }

x ↦ - x ↦ 3



{h | h = x ↦ - }  *x = e;  {res, h | h = x ↦ e ⋀ res = tt}      
                 (Write)

x ↦ - x ↦ e



{h | h = x ↦ v } *x  {res, h | h = x ↦ v ⋀ res = v }      
                 (Read)

x ↦ v x ↦ v



{h | h = ∅ }  alloc(e); {res, h | h = res ↦ e}      
                 (Alloc)

{h | h = x ↦ -}  free(x); {res, h | h = ∅ ⋀ res = tt}      
                 (Free)

res ↦ e∅ 

x ↦ - ∅ 



{h | P(h)} c {res, h | Q(h)} 
————————————————————————  

{h | ∃h1,  h = h1 ⊎ h2 ⋀  P(h1)} c {res, h | ∃h1,  h = h1 ⊎ h2 ⋀  Q(h1)}
(Frame)

h1, P(h1) h2 h1, Q(h1) h2

h, P(h) h, Q(h)



{h | P(h)}  ret e; {res, h | P(h) ⋀ res = e}    (Return)

h, P(h) h, P(h)



{h | P(h)} c1 {res, h | Q(res, h)} 
{h | Q(x, h)} c2 {res, h | R(res, h)} 

———————————————  
{h | P(h)}  x ← c1;  c2 {res, h | R(res, h)}

(Bind)

h, P(h) h, Q(res, h)
c1

h, Q(x, h) h, R(res, h)
c2



{h | P(h)} c1 {res, h | Q(res, h)} 
{h | Q(x, h)} c2 {res, h | R(res, h)} 

———————————————  
{h | P(h)}  x ← c1;  c2 {res, h | R(res, h)}

(Bind)

h, P(h) h, R(res, h)
x ← c1;  c2



Program Logics  
R.W.Floyd, C.A.R. Hoare (1969)

Simply typed λ calculus  
A. Church (1940)

λ calculus  
A. Church (1930s) Turing Machine

A. Turing (1936)

ML 
A. Milner (1973)

C 
D. Richie (1972)

Fortran 
J. Backus (1957)

Java 
J. Gosling (1995)

C++ 
B. Stroustrup (1983)

Separation Logic  
J. Reynolds (2002)

Haskell 
S. Peyton-Jones et al. (1990)

Facebook Infer 
P.O’Hearn et al. (2013)



SL Спецификации как Типы

• Программы — комбинации операций с памятью; 

• “Типы” — пред-/постусловия; 

• Принцип подстановки (Frame rule); 

• Well-typed programs don’t go wrong.



Hoare/Separation Logic 
+ 

Dependent Types



Hoare Types



Program Logics  
R.W. Floyd, C.A.R. Hoare (1969)

Simply typed λ calculus  
A. Church (1940)

λ calculus  
A. Church (1930s) Turing Machine

A. Turing (1936)

ML 
A. Milner (1973)

C 
D. Richie (1972)

Fortran 
J. Backus (1957)

Java 
J. Gosling (1995)

C++ 
B. Stroustrup (1983)

Separation Logic  
J. Reynolds (2002)

Hoare Type Theory  
A. Nanevski (2006)

Haskell 
S. Peyton-Jones et al. (1990)

Facebook Infer 
P.O’Hearn et al. (2013)



∀ x1, x2, … { h | P(h, xi) } c {res, h | Q(res, h, xi) }     

c : {x1, x2, …} HT (P, Q)  

alloc : П (A : Type) (v : A), 
              HT (fun h ⇒ h = ∅,  

          fun res h ⇒ h = res ↦ v) res ↦ v
∅ 



Манипуляции со  
связными списками



Fixpoint llist (p : ptr)(xs : list T) (h: heap) := 
  if xs is x :: xt then 
    ∃ r h', 
        h = p ↦ x ⊎ (p+1 ↦ r) ⊎ h' ⋀ llist r xt h'
  else p = null ⋀ h = ∅ .

x

p

r

p+1

… …

r

… 0…

r+1

|{z} h, xs = x :: xt

| {z }
h′, xt



Program Definition llist_map f
:= Fix (fun lmap p => 
    Do (if p == null
        then return tt 
        else t ← *p;
             *p = f(t);
             nxt ← *(p + 1);
             lmap nxt)).



Program Definition llist_map f
:= Fix (fun lmap p => 
    Do (if p == null
        then return tt 
        else t ← *p;
             *p = f(t);
             nxt ← *(p + 1);
             lmap nxt)).

Definition llist_map_type (f : T -> S) :=
  forall (p : ptr),   
    {xs : list T},
    HT (fun h => llist p xs h,
        fun (_ : unit) h =>  
             llist p (map f xs) h).

: llist_map_type f

(6 LOC)Proof. Qed.



Checkpoint 2:
Зависимые типы для 
программ указателями

• Зависимые типы описывают состояние памяти; 

• Правила вывода Hoare Types соответствуют 
доказательствам в Separation Logic; 

• Проверка типов — верификация программ; 

• Well-typed programs don’t go wrong (again…).



Многопоточность



a

b c

ed



Program Definition span (x : ptr) : bool = {
  if x == null then return false; 
  else 
    b ← CAS(x->m, 0, 1); 
    if b then
      (rl,rr) ← (span(x->l) || span(x->r)); 
      if ¬rl then x->l := null;
      if ¬rr then x->r := null;
      return true;
    else return false;
}

m l r

... ...

x



a

b c

ed



a

b c

ed

✔✔



a

b c

ed

✔✔

✔✔

✗

✗



a

b c

ed

✔✔

✔✔

✗

✗



a

b c

ed

✔✔



a

b c

ed



• Все достижимые вершины графа в итоге помечены

• Никакие “сторонние” процессы не изменяют граф

• Вызов из корневой вершины сделан одним “изначальным” потоком.

Верификация span
Program Definition span (x : ptr) : bool = {
  if x == null then return false; 
  else 
    b ← CAS(x->m, 0, 1); 
    if b then
      (rl,rr) ← (span(x->l) || span(x->r)); 
      if ¬rl then x->l := null;
      if ¬rr then x->r := null;
      return true;
    else return false;
}



a

b c

ed

Модель разделяемой памяти



a

b c

ed

b

a

c

“Фиктивная” память  
всех остальных потоков

Модель разделяемой памяти

“Фиктивная” память  
конкретного потока



||
span(x)

span(x->l) span(x->r)

Разделение фиктивной памяти



||
s1 ⊎ s2

{ s1 ⊎ s2 }

s3
span(x)

span(x->l) span(x->r)

Разделение фиктивной памяти



||

Вершины, “отданные” span(x->l)

||
s1

{ s1 }

{ s1 ⊎ s2 }

s2 ⊎ s3 span(x)

span(x->l) span(x->r)

Разделение фиктивной памяти



||

Вершины, “отданные” span(x->r)

||
s2

{ s1 } { s2 }

{ s1 ⊎ s2 }

s1 ⊎ s3 span(x)

span(x->l) span(x->r)

Разделение фиктивной памяти



||||
z2

{ s2 }{ s1 }

{ z1 } { z2 }

{ s1 ⊎ s2 }

z1 ⊎ z3 span(x)

span(x->l) span(x->r)

Разделение фиктивной памяти



z1 ⊎ z2

||

Вершины, помеченные span(x)

|| { s2 }{ s1 }

{ z1 } { z2 }

{ s1 ⊎ s2 }

{ z1 ⊎ z2 }

z3 span(x)

span(x->l) span(x->r)

span(x)

Разделение фиктивной памяти



• Все достижимые вершины графа в итоге помечены

• Никакие “сторонние” процессы не изменяют граф

• Вызов из корневой вершины сделан одним “изначальным” потоком.

Верификация span
Program Definition span (x : ptr) : bool = {
  if x == null then return false; 
  else 
    b ← CAS(x->m, 0, 1); 
    if b then
      (rl,rr) ← (span(x->l) || span(x->r)); 
      if ¬rl then x->l := null;
      if ¬rr then x->r := null;
      return true;
    else return false;
}



a

b c

ed

mark
(b)

a

b c

ed

b

Соглашение 1: пометка вершины



a

b c

ed

mark(b)T a

b c

ed

b

Соглашение 1: пометка вершины



nullify(b->r)
a

b c

ed

b

a

b c

ed

b

Соглашение 2: удаление ребра



Program Definition span (x : ptr) : bool = {
  if x == null then return false; 
  else 
    b ← CAS(x->m, 0, 1); 
    if b then
      (rl,rr) ← (span(x->l) || span(x->r)); 
      if ¬rl then x->l := null;
      if ¬rr then x->r := null;
      return true;
    else return false;
}



Program Definition span : span_tp :=
 ffix (fun (loop : span_tp) (x : ptr) =>
   Do (if x == null then ret false else
      b <-- trymark x;
      if b then
        xl <-- read_child x Left;
        xr <-- read_child x Right;
        rs <-- par (loop xl) (loop xr);
        (if ~~rs.1 then nullify x Left else ret tt);;
        (if ~~rs.2 then nullify x Right else ret tt);;
        ret true
      else ret false)).



Зависимые типы  
для многопоточности



Program Logics  
R.W. Floyd, C.A.R. Hoare (1983)

Simply typed λ calculus  
A. Church (1940)

λ calculus  
A. Church (1930s) Turing Machine

A. Turing (1936)

ML 
A. Milner (1973)

C 
D. Richie (1972)

Fortran 
J. Backus (1957)

Java 
J. Gosling (1995)

C++ 
B. Stroustrup (1983)

Separation Logic  
J. Reynolds (2002)

Hoare Type Theory  
A. Nanevski (2006)

Concurrent Hoare Type Theory  
A. Nanevski, I. Sergey (2013-15)

Facebook Infer 
P.O’Hearn et al. (2013)

Haskell 
S. Peyton-Jones et al. (1990)



{ P } c { Q } @R



{ P } span(x) { Q }@RSpanTree



span(x) : span_tp (x, RSpanTree, P , Q) 



span_tpProgram Definition span : span_tp :=
 ffix (fun (loop : span_tp) (x : ptr) =>
   Do (if x == null then ret false else
      b <-- trymark x;
      if b then
        xl <-- read_child x Left;
        xr <-- read_child x Right;
        rs <-- par (loop xl) (loop xr);
        (if ~~rs.1 then nullify x Left else ret tt);;
        (if ~~rs.2 then nullify x Right else ret tt);;
        ret true
      else ret false)).

Тип/Спецификация 

(около 200 LOC)Proof. Qed.



Definition         (x : ptr) := 
  {i (g1 : graph (joint i))}, STsep [SpanTree]
   
    (fun s1 => i = s1 ⋀ (x == null ⋁ x ∈ dom (joint s1)), 
   
     fun (r : bool) s2 => exists g2 : graph (joint s2), 
       subgraph g1 g2 ⋀
       if r then x != null ⋀ 
                 exists (t : set ptr),
                   self s2 = self i ⊎ t ⋀ 
                   tree g2 x t ⋀
                   maximal g2 t ⋀ 
                   front g1 t (self s2 ⊎ other s2) 
       else (x == null ⋁ mark g2 x) ⋀ 
            self s2 = self i).

стартовая вершина

span_tp



Definition         (x : ptr) := 
  {i (g1 : graph (joint i))}, STsep [SpanTree]
   
    (fun s1 => i = s1 ⋀ (x == null ⋁ x ∈ dom (joint s1)), 
   
     fun (r : bool) s2 => exists g2 : graph (joint s2), 
       subgraph g1 g2 ⋀
       if r then x != null ⋀ 
                 exists (t : set ptr),
                   self s2 = self i ⊎ t ⋀ 
                   tree g2 x t ⋀
                   maximal g2 t ⋀ 
                   front g1 t (self s2 ⊎ other s2) 
       else (x == null ⋁ mark g2 x) ⋀ 
            self s2 = self i).

протокол взаимодействия

span_tp



Definition span_tp (x : ptr) := 
  {i (g1 : graph (joint i))}, STsep [SpanTree]
   
    (fun s1 => i = s1 ⋀ (x == null ⋁ x ∈ dom (joint s1)), 
   
     fun (r : bool) s2 => exists g2 : graph (joint s2), 
       subgraph g1 g2 ⋀
       if r then x != null ⋀ 
                 exists (t : set ptr),
                   self s2 = self i ⊎ t ⋀ 
                   tree g2 x t ⋀
                   maximal g2 t ⋀ 
                   front g1 t (self s2 ⊎ other s2) 
       else (x == null ⋁ mark g2 x) ⋀ 
            self s2 = self i).

предусловие



Definition span_tp (x : ptr) := 
  {i (g1 : graph (joint i))}, STsep [SpanTree]
   
    (fun s1 => i = s1 ⋀ (x == null ⋁ x ∈ dom (joint s1)), 
   
     fun (r : bool) s2 => exists g2 : graph (joint s2), 
       subgraph g1 g2 ⋀
       if r then x != null ⋀ 
                 exists (t : set ptr),
                   self s2 = self i ⊎ t ⋀ 
                   tree g2 x t ⋀
                   maximal g2 t ⋀ 
                   front g1 t (self s2 ⊎ other s2) 
       else (x == null ⋁ mark g2 x) ⋀ 
            self s2 = self i).

постусловие



Definition span_tp (x : ptr) := 
  {i (g1 : graph (joint i))}, STsep [SpanTree]
   
    (fun s1 => i = s1 ⋀ (x == null ⋁ x ∈ dom (joint s1)), 
   
     fun (r : bool) s2 => exists g2 : graph (joint s2), 
       subgraph g1 g2 ⋀
       if r then x != null ⋀ 
                 exists (t : set ptr),
                   self s2 = self i ⊎ t ⋀ 
                   tree g2 x t ⋀
                   maximal g2 t ⋀ 
                   front g1 t (self s2 ⊎ other s2) 
       else (x == null ⋁ mark g2 x) ⋀ 
            self s2 = self i).



Definition span_tp (x : ptr) := 
  {i (g1 : graph (joint i))}, STsep [SpanTree]
   
    (fun s1 => i = s1 ⋀ (x == null ⋁ x ∈ dom (joint s1)), 
   
     fun (r : bool) s2 => exists g2 : graph (joint s2), 
       subgraph g1 g2 ⋀
       if r then x != null ⋀ 
                 exists (t : set ptr),
                   self s2 = self i ⊎ t ⋀ 
                   tree g2 x t ⋀
                   maximal g2 t ⋀ 
                   front g1 t (self s2 ⊎ other s2) 
       else (x == null ⋁ mark g2 x) ⋀ 
            self s2 = self i).



Definition span_tp (x : ptr) := 
  {i (g1 : graph (joint i))}, STsep [SpanTree]
   
    (fun s1 => i = s1 ⋀ (x == null ⋁ x ∈ dom (joint s1)), 
   
     fun (r : bool) s2 => exists g2 : graph (joint s2), 
       subgraph g1 g2 ⋀
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                   tree g2 x t ⋀
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            self s2 = self i).
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• Все достижимые вершины графа в итоге помечены

• Никакие “сторонние” процессы не изменяют граф

• Вызов из корневой вершины сделан одним “изначальным” потоком.

Program Definition span (x : ptr) : bool = {
  if x == null then return false; 
  else 
    b ← CAS(x->m, 0, 1); 
    if b then
      (rl,rr) ← (span(x->l) || span(x->r)); 
      if ¬rl then x->l := null;
      if ¬rr then x->r := null;
      return true;
    else return false;
}
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Предполагает эффект 
параллельных потоков



a

x c

ed

tree g2 a t          ⋀ maximal g2 t ⋀

is_root a g1         ⋀ subgraph g1 g2

⋀ t = self s2  ⋀front g1 t (self s2)

⇒ spanning t g1

{следствия постусловия и  
связности графа

Изначально только 1 поток



Checkpoint 3:
Зависимые типы для 

многопоточных программ

• Типы описывают состояние разделенной памяти; 

• Типы также описывают протокол взаимодействия; 

• Проверка типов (верификация) гарантирует, что  
все потоки соблюдают протокол и корректно делят 
“фиктивную” память.



Зависимые типы  
для распределенных вычислений
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Figure 10. States of a participant (a) and a coordinator (b).

Definition p_send_step (r: round) (ps: PState) (log: Log)

(commit: bool): round * PState * Log :=

| PGotReq x ) if commit then (r, PRespYes x, log)

else (r, PRespNo x, log)

(* ... more cases depending on ps ... *)

end.

Definition p_recv_step (r: round) (ps: PState)

(log: Log) (tag: nat) (mbody: seq nat) :=

| PRespYes x ) if tag == Commit

then (r + 1, PCommitted x, log ++ [(true, x)])

else (r + 1, PAborted x, log ++ [(false, x)])

(* ... more cases depending on ps, tag, mbody ... *)

end.

Figure 11. Send and receive transitions of a participant.

ticipants, informing them of its decision to commit. If some
participant had voted No, the coordinator would instead send
Abort messages. In either case, participants acknowledge the
decision by sending AckCommit or AckAbort to the coordi-
nator. When the coordinator receives all acknowledgments,
it knows that all nodes have completed the transaction.

The component of the coherence predicate constraining
the local state of each node is as follows:

Definition localCoh (n: nid) := [Pred h |

if n == cn then 9(r: round) (s: CState) (log: Log),

h = st 7! (r, s) ] lg 7! log

else if n 2 pts then 9(r: round) (s: PState) (log: Log),

h = st 7! (r, s) ] lg 7! log

else True].

The coordinator’s local state consists of two locations, which
together store a round number r, a coordinator status s, and
a log. The participant’s state is similar, except that its status
is a participant status. Finally, any node which is not the
coordinator or a participant (e.g., a node participating only
in other protocols) may have an arbitrary local state.

A participant’s status can be in any of the six states shown
in Figure 10(a). Between rounds, the participant waits in the
PInit state. Upon receiving a Prepare message, the partic-
ipant changes to the PGotRequest(x) state, where x is the
data being decided upon. The participant status continues to
evolve through both phases, eventually returning to the PInit

state. During this final state change it also adds the newly
processed data x to its log and increments its round number.

Program Definition participant_round (commit: bool) :

{(r: round) (log: Log)}, DHT [pt, W]

(fun s ) loc pt s = st 7! (r, PInit) ] lg 7! log,

fun (_: unit) s’ ) 9 (b: bool) (x: data),

loc pt s’ = st 7! (r+1, PInit) ] lg 7! (log++[(b, x)]))

:= Do (r  read_round;

receive_prepare_req r;;

respond_to_req r commit;;

e  receive_commit_or_abort r;

send_ack e).

Figure 12. Code and spec of a single participant round.

The coordinator’s statuses, shown in Figure 10(b), follow
a similar pattern to the participant’s, except that the coordi-
nator sends messages to or receives messages from all par-
ticipants before proceeding to the next state.

Figure 11 shows how to encode a few of the participant’s
transitions. Recall that DISEL transitions are computable
functions that describe how to update the local state of the
node when executing the transition. The figure shows the
snippets of code related to sending a vote message and re-
ceiving a decision message. When a participant sends its
vote (Yes or No) to the coordinator, it changes from the
PGotRequest(x) to the PRespYes(x) or PRespNo(x) state,
while leaving the round number and log the same. When
a participant receives a decision (Commit or Abort) after
voting Yes, it changes from the PRespYes(x) state to the
PCommit(x) or PAbort(x) state, depending on the decision
made by the coordinator.

4.2 Implementation
With the protocol in hand, we can now proceed to build pro-
grams that implement the participant and coordinator and
assign them Hoare-style specifications. An implementation
of a single round of the participant and its specification
are shown in Figure 12. The function participant round

takes as an argument the decision to be made in this round;
for simplicity, the decision is pre-ordained, but in practice
it would likely be computed from the data involved in the
transaction. The precondition requires that the participant is
in the PInit state, with an arbitrary round number and log.
The postcondition ensures that the local state as returned to
PInit, the round number has been incremented, and exactly
one decision has been appended to the log. The implemen-
tation proceeds along the lines required by the protocol: it
reads the round number out of the local state, blocks until
it receives a request from the coordinator, responds with its
vote, waits for a decision, and acknowledges it.

4.3 Consistency and Inductive Invariant
The spec given to participant round above only con-
strains the local state of the participant, but in fact the pro-
tocol maintains stronger global invariants. For example, we
might like to conclude that between rounds, all logs are in
agreement. This strong global agreement property is not im-
plied by the coherence predicate given above, so we must
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Program Definition participant_round (commit: bool) : 
    {(r: round) (log: Log)}, DHT [pt, W]

      (fun s ⇒  loc pt s = st ↦ (r, PInit) ⊎ 

                            lg ↦ log,
        
       fun _ s’ ⇒ ∃ (b: bool) (x: data),

                 loc pt s’ = st ↦ (r+1, PInit) ⊎ 
                             lg ↦ (log ++ [(b, x)]))
 := 
    Do (r ← read_round; 
        receive_prepare_req r;
        respond_to_req r commit;
        e ← receive_commit_or_abort r; 
        send_ack e).

Реализация участника



Инвариант системы 2PC

Definition run_participant (choices: seq bool):

DHT [pt, _] (fun i ) i = init_state,

fun _ m ) 9 r (results : seq bool) (stream: seq data),

let log := zip results stream in

loc pt m = st 7! (r, PInit) ] lg 7! log ^
8 pt’ ps’ lg’, pt’ 2 pts !
loc pt’ m = st 7! (r, ps’) ] lg 7! log’ ! log = log’)

:= Do (with_inv TPCInv (participant choices)).

Figure 13. Using the strengthened invariant TPCInv in a
specification of of a Two-Phase Commit participant.

prove an inductive invariant that implies it. Finding such in-
ductive invariants is the art of verification, and the process
typically requires several iterations before converging on a
property that is inductive and implies the desired spec.

In this case, an invariant that closely follows the intuitive
execution of the protocol suffices to prove the global log
agreement property. For example, when the coordinator is
in the CSendCommit state, the invariant ensures that all
participants are either waiting to hear about the decision,
have received the decision but not acknowledged it, or have
acknowledged the decision and returned to the initial state.
The invariant also implies a simple statement of global log
agreement, shown below.
Lemma pt_log_agreement d r log pt :

coh d ! pt 2 pts ! Inv d !
loc pt d = st 7! (r, PInit) ] lg 7! log !
8 pt’ ps’ log’, pt’ 2 pts !
loc pt’ d = st 7! (r, ps’) ] lg 7! log’ ! log’ = log.

In other words, a participant in the PInit state can conclude
that all other participants who have also finished the current
round have logs equal to its own.
Putting the invariant to work. We can freely use the strength-
ened invariant in proofs of programs. Figure 13 shows a par-
ticipant program that executes a series of rounds based on a
preordained list of choices. Its postcondition asserts that all
participants who have finished the round have agreeing logs.
The proof of this specification makes use of the strength-
ened invariant as well as the lemma pt log agreement.
Importantly, the postcondition is stable, because it loosely
quantifies over other participants’ states, allowing them to
begin processing the next transaction.

5. Implementation and Experience
DISEL combines two traits that rarely occur in a single
tool for reasoning about programs. First, thanks to the rep-
resentation of Hoare types by means of Coq’s dependent
types, the soundness result of DISEL scales not just to a toy
core calculus, but to the entirety of Gallina, the program-
ming language of Coq, enhanced with general recursion and
message-passing primitives. Second, DISEL programs are
immediately executable by means of extracting them into
OCaml, which provides the features that Gallina lacks: gen-
eral fixpoints, mutable state, and networking constructs, en-
abled by our trusted shim implementation.

Component Defs/Specs Impl Proofs Build Effort

Calculator (§2)

protocol (§2.1)

239 - 243 4.8 1.5INV1 (§2.3)

INV2 (§2.4)

simple server (§2.3)

192 43 153 8.6 1batch server (§2.4)

memo server (§2.4)

compute (§2.4) 120 24 99 4.8

0.5

deleg server (§2.4) 75 7 49 2.4

Two-Phase Commit (§4)

protocol (§4.1) 465 - 231 3.9 1

coordinator (§4.2) 236 35 438 22 2

participant (§4.2) 163 24 196 11 0.5

TPCInv (§4.3) 997 - 2113 36 5

Table 1. Statistics for implemented systems: sizes of pro-
tocol definitions/specs, implementation, proofs of protocol
axioms/inductive invariant/program specs (in LOC), build
times (in sec.), and human effort (in person-days).

Formal development and proof burden. The size of our
formalization of the metatheory, inference rules, proofs
of soundness is about 4000 LOC—a very modest effort
by the modern standards of mechanized reasoning (see,
e.g. [40]), as our development builds on well-established
Ssreflect/Mathematical Components libraries [14] as well as
on Nanevski et al.’s implementation of heap theory [38].

Table 1 summarizes the proof effort for the calculator ex-
ample and the Two-Phase Commit. The Defs/Specs column
measures all specification components, including, e.g., aux-
iliary predicates, whereas Impl reports the sizes of actual
DISEL programs. Due to the high degree of code reuse, it is
difficult to provide separate metrics in some cases; for those
parts we only report the joint numbers. Although DISEL is
not yet a production-quality verification tool, proofs of full
functional correctness of interesting systems can be obtained
in it in a reasonably short period of time and with moderate
verification effort (e.g., the full development of the 2PC sys-
tem took nine person-days of work and less than 5 KLOC).

Given that the current version of DISEL employs no ad-
vanced proof automation [5, 10, 44] beyond what is provided
by Coq/Ssreflect, we consider these results encouraging for
further development of the approach.
Extraction and execution. DISEL’s logic reasons about pro-
grams in terms of their denotational semantics as traces,
but each primitive also has a straightforward operational
meaning. For example, executing a wrapped send transition
should actually send the corresponding network message.
Thus it is relatively straightforward to extract DISEL pro-
grams by providing OCaml implementations of the primitive
operations in a trusted shim. Our shim consists of about 250
lines of OCaml, including primitives for sending and receiv-
ing messages and general recursion.
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Между раундами “истории” участников совпадают.



Участник как библиотека

Definition run_participant (choices: seq bool): DHT [pt, _] 
      (fun i ⇒ i = init_state,
       fun _ m ⇒ ∃ r (results : seq bool) (stream: seq data), 

           let log := zip results stream in
           loc pt m = st ↦ (r, PInit) ⊎ 
                      lg ↦ log ∧
            ∀ pt’ ps’ lg’, pt’ ∈ pts →
              loc pt’ m = st ↦ (r, ps’) ⊎ 
                          lg ↦ log’ → log = log’) 

:= 
   participant choices.



Checkpoint 4:
Зависимые типы для 

распределённых приложений
• Типы описывают протокол взаимодействия, 
представленный системой переходов; 

• Типы могут описывать состояние многих реплик; 

• Проверка типов (верификация) гарантирует, что все 
участники соблюдают протокол, равно как и 
сохранение инвариантов системы.
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• Типизированные программы не содержат ошибок; 
• Зависимые типы — отсутствие нетривиальных ошибок; 
• Логики программ (Program Logics) —  
спецификация и верификация императивного кода; 

• Separation Logic + Dependent Types = Hoare Types — 
типы для программ с управлением памятью; 

• Многопоточные и распределенные вычисления:  
Hoare Types + расширенная модель состояния.



Edsger W. Dijkstra



We stress that the programmer's task is not just to write down  
a program, but that his main task is to give a formal proof that the 
program he proposes meets the formal functional specification. […]
 
The rules of proof manipulation are so few and simple that very soon 
thereafter he makes the exciting discovery that he is beginning to 
master the use of a tool that, in all its simplicity, gives us a power that 
far surpasses his wildest dreams.

On the cruelty of really teaching 
computing science

Edsger W. Dijkstra

Спасибо за внимание!


